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1 Overview

This document is a concise operations guide for ADMQ for Kafka, covering deployment architecture, quick installation, common

commands, routine operations, and performance tuning essentials.
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2 Product Overview

2.1 What is ADMQ for Kafka

ADMQ for Kafka (Apusic Distributed Message Queue for Kafka) is a cloud-native message middleware designed as a domestic
alternative for Kafka users. Built on Apache Kafka 3.9.1 kernel, it fully conforms to Kafka's core architecture design and

communication protocol specifications, achieving full compatibility with protocols, clients, and ecosystem tools.

2.2 Core Features

Feature Description
Full Protocol Fully implements Kafka produce/consume protocol, partition assignment protocol, and offset
Compatibility management protocol, behaving identically to native Kafka
Zero-Modification Supports official Kafka clients in Java, Go, Python, C++, etc., requiring no code changes for
Replacement replacement
Domestic OS Compatible with Kylin, UOS and other domestic operating systems, supporting ARM, RISC-V
Adaptation and other domestic chips
High-Availability Supports multi-replica redundancy, automatic failover, and horizontal scaling, meeting
Architecture production reliability requirements
Ecosystem Reuse Compatible with native ecosystem tools such as Kafka Connect, MirrorMaker, Prometheus, etc.

2.3 Applicable Scenarios

* Domestic Replacement: Direct replacement of existing Kafka clusters in government/enterprise digital transformation
* High-Throughput Data Transfer: Log collection, business data synchronization, real-time data pipelines
* Streaming Data Processing: Compatible with Flink, Spark Streaming and other stream processing engines

* System Decoupling: Asynchronous communication between distributed systems based on publish-subscribe model

2.4 Product Components

Component Description Required
Broker (Core Engine) Message processing and storage core, controlled by License Yes
ADCC for zk (Distributed Coordination) Cluster metadata management and coordination Yes

Console Visual operations management interface No (Optional)
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3 Deployment Architecture

3.1 Standalone Deployment

Standalone Deployment

[

Client App |

(Producer/ | (Optional)
|

Consumer)

Physical/Virtual Machine

Broker ADCC for zk
(Standalone) (Built-1in)

License File

Use case: Dev/test environments, small-scale validation

Features: Simple and fast, no HA configuration needed

Cluster Deployment
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Client App |

| | |

| Client App | | | Client App |
| (Producer) | | (Consumer) | | (Producer) |
| | |

I
|
|
|
|
v 9092

Broker Cluster

| | | |
Broker O |<——————>| Broker 1 |<——————>| Broker 2

| |
| |
| (Leader) | |(Follower)| |(Follower)|
| | | | | |

Data Sync/Replica

A\

ADCC for zk Cluster (3 nodes)

| | | | |
|ADCC for |4——»|ADCC for |<4——»|ADCC for

|zk Node 1 | | zk Node 2 | | zk Node 3

| (Leader) | |(Follower)| |(Follower)
| | | | |

Console (Optional)
Port: 12305




£ ApusicHREHERFIV2.0.6_for_kafka_Quick Operation Guide

Use case: Production environment, HA business scenarios

Features: Multi-replica redundancy, automatic failover, horizontal scaling

————————————————————————————————————————————
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4 Quick Installation

4.1 System Requirements

Component Minimum Requirement Recommended Configuration
oS Linux (CentOS 7+, Ubuntu 18.04+, Kylin V10, UOS) -

CPU 4 cores 8 cores or more

Memory 8 GB 16 GB or more

Disk Space 100 GB 500 GB or more SSD

4.2 Port Planning

Port Service Description
9092 Broker Producer and consumer connections

2181 ADCC for zk Client connections

2888 ADCC for zk Leader and Follower communication
3888 ADCC for zk Election communication
12305 Console Web interface (HTTP)

4.3 Standalone Installation (5 Minutes)

-p /apusic && /apusic
tar zxvf ADMQ-V2.0.6.391-Kafka-20260319.tar.gz
admg-kafka

vi config/kafka-standalone.conf

/path/to/license.xml ./

bin/admg-daemon start kafka zk
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3

bin/admg-daemon start kafka standalone

netstat -nltup | grep 9092
kafka/bin/kafka-topics.sh --1list —--bootstrap-server 192.168.1.10:9092

4.4 Cluster Installation (3 Nodes)

Node Planning:

Node 1P ADCC for zk MylD  Broker ID
Node 1 192.168.1.10 1 0
Node 2 192.168.1.11 2 1

Node 3 192.168.1.12 3

Execute on each node:

-p /apusic && /apusic
tar zxvf ADMQ-V2.0.6.391-Kafka-20260319.tar.gz
admg-kafka

> config/kafka-zk.conf <<
server.1=192.168.1.10:2888:3888:participant;2181
server.2=192.168.1.11:2888:3888:participant;2181
server.3=192.168.1.12:2888:3888:participant;2181
EOF

-p data/zk/data
> data/zk/data/myid

> config/kafka-broker.conf <<
broker.id=0
listeners=PLAINTEXT://192.168.1.10:9092
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zookeeper.connect=192.168.1.10:2181,192.168.1.11:2181,192.168.1.12:2181

EOF

Start the Cluster:

bin/admg-daemon start kafka zk

bin/admg-daemon start kafka broker

kafka/bin/kafka-broker-api-versions.sh --bootstrap-server 192.168.1.10:9092
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5 Quick Command Reference

5.1 Process Management

bin/admg-daemon start kafka zk
bin/admg-daemon stop kafka zk

bin/admg-daemon start kafka standalone

bin/admg-daemon stop kafka standalone

bin/admg-daemon start kafka broker

bin/admg-daemon stop kafka broker

5.2 Topic Management

kafka/bin/kafka-topics.sh --create \
--bootstrap-server localhost:9092 \

--topic my-topic --partitions 6 --replication-factor 3

kafka/bin/kafka-topics.sh --1list --bootstrap-server localhost:9092

kafka/bin/kafka-topics.sh --describe \

--bootstrap-server localhost:9092 --topic my-topic

kafka/bin/kafka-topics.sh —--delete \

--bootstrap-server localhost:9092 --topic my-topic

kafka/bin/kafka-topics.sh —--alter \
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--bootstrap-server localhost:9092 \

--topic my-topic --partitions 12

5.3 Message Testing

kafka/bin/kafka-console-producer.sh \

--bootstrap-server localhost:9092 --topic my-topic

kafka/bin/kafka-console-consumer.sh \
--bootstrap-server localhost:9092

-—-topic my-topic --from-beginning

kafka/bin/kafka-console-consumer.sh \

--bootstrap-server localhost:9092 --topic my-topic

5.4 Consumer Group Management

kafka/bin/kafka-consumer—-groups.sh \

--bootstrap-server localhost:9092 --1list

kafka/bin/kafka-consumer-groups.sh \
--bootstrap-server localhost:9092 \

-—group my-group --describe

kafka/bin/kafka-consumer—-groups.sh \
--bootstrap-server localhost:9092 \
--group my-group --topic my-topic \

—-—-reset-offsets —--to-earliest —--execute

kafka/bin/kafka-consumer—-groups.sh \
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--bootstrap-server localhost:9092 \

--group my-group --topic my-topic \

--reset-offsets --to-latest —--execute

5.5 Cluster Management

kafka/bin/kafka-broker-api-versions.sh --bootstrap-server localhost:9092

kafka/bin/kafka-leader-election.sh \
--bootstrap-server localhost:9092 \

-—-election-type preferred --all-topic-partitions

kafka/bin/kafka-reassign-partitions.sh \

--bootstrap-server localhost:9092 --generate
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6 Routine Operations

6.1 Inspection Checklist

Check Item Command Normal Status
Broker process ps -ef | grep admg-kafka Process exists
Port listening netstat -nltup | grep 9092 LISTEN state
Disk usage df -h < 70%
I/O usage iostat -x < 80%
ISR status kafka-topics.sh --describe ISR = Replicas
Consumer lag kafka-consumer-groups.sh --describe LAG not continuously growing

6.2 Core Configuration Files

Broker Key Configuration ( config/kafka-broker.conf ):
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ADCC for zk Key Configuration ( config/kafka-zk.conf ):

6.3 Fault Handling

Issue
Broker down
Leader unavailable
ISR out of sync
Consumer lag (LAG)
Disk full

ADCC for zk connection failure

Diagnostic Command
ps -ef | grep admg-kafka
kafka-topics.sh --describe

kafka-topics.sh --describe

kafka-consumer-groups.sh --describe

df -h

Check myig, ports, firewall

14

Solution
bin/admg-daemon start kafka broker
Run preferred replica election
Check disk I/O, network latency
Increase Consumer/Partition
Expand disk or reduce log retention time

Fix configuration and restart



SApusicHTRTEEBAFIV2.0.6_for_kafka_Quick Operation Guide

7 Performance Tuning

7.1 System-Level Optimization

1000000

.rmem max=67108864
.wmem max=67108864
.tcp rmem=

.tcp wmem=

vim. swappiness=0

mount -o noatime,nodiratime /dev/sdal /data/kafka

7.2 Broker High-Throughput Configuration




7.3 Producer Optimization

7.4 Consumer Optimization

7.5 JVM Tuning

KAFKA HEAP OPTS=

JMX_PORT=9999
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8 Monitoring Metrics

8.1 Key Alert Metrics

Metric Alert Threshold

UnderReplicatedPartitions >0

OfflinePartitionsCount >0
RequestlLatencyAvg > 100ms
MessagesInPerSec Per business

LAG Continuously growing

8.2 Monitoring Tools

jconsole localhost:9999

scrape configs:

- Jjob name:

static configs:

- targets: [

Description
Under-replicated partitions
Offline partitions
Average request latency
Messages per second

Consumer lag
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9 Directory Structure

admg-kafka/

|
|
|
F__
|
|
F__
F__
L

#
#
F—— kafka-standalone.conft
F—— kafka-broker.cont
L— kafka-zk.conf
data/

— kafka/

L— zk/
jdk/

logs/

service/

Start/stop scripts
Configuration files
# Standalone configuration
# Broker configuration
# ADCC for zk configuration
Data directories
Message data
ADCC for zk data
Built-in JDK
Runtime logs

systemd service files
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10 Technical Support

* Phone: 400-855-5800

e Email: support@apusic.com

e Website: www.apusic.com



mailto:support@apusic.com
http://www.apusic.com/

UNIFIED SERVICE HOTLINE
4008-555-800

Kingdee Apusic Cloud Computing Co., Ltd. (referred to as “Kingdee Apusic” ) was founded in 2000. Its predecessor was “Kingdee Middleware Company.”
It is a basic software platform provider under Kingdee Group, a national standards-setting enterprise for cloud computing, and a core software enterprise in the
national IT application innovation industry. Kingdee Apusic is an enterprise undertaking the National 863 Key R&D Program and the National Major Science and
Technology Project for Core Electronic Components, High-end General-purpose Chips and Fundamental Software, and is also a basic platform provider for the
national key projects of “Two Networks, One Website, Four Databases, and Twelve Golden Projects.” Its products are widely used in key industries such as

government, military, finance, and energy, and it has cumulatively served more than 100,000 customers.

HpUE’E National standard setter for cloud computing
£ IR X % Basic software enterprise under Kingdee Group

Core enterprise for IT application innovation

Website:www.apusic.com
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